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• Most prediction-based interpretability models explain by producing influence 
scores for input features on a particular prediction


• Two main approaches to estimate influence:


• Perturbations [Ribeiro et al., 2016; Lundberg & Lee, 2017; A-M & Jaakkola, 
2017; etc]


• Gradients/Relevance Propagation [Simonyan et al., 2014; Bach et al., 2015; 
Selvaraju et al, 2016; etc]

Interpretability through Explanations
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Figure 3: Toy example to present intuition for LIME.

The black-box model’s complex decision function f
(unknown to LIME) is represented by the blue/pink

background, which cannot be approximated well by

a linear model. The bold red cross is the instance

being explained. LIME samples instances, gets pre-

dictions using f , and weighs them by the proximity

to the instance being explained (represented here

by size). The dashed line is the learned explanation

that is locally (but not globally) faithful.

distance function D (e.g. cosine distance for text, L2 distance
for images) with width �.
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For text classification, we ensure that the explanation is
interpretable by letting the interpretable representation be
a bag of words, and by setting a limit K on the number of
words, i.e. ⌦(g) = 11[kwgk0 > K]. Potentially, K can be
adapted to be as big as the user can handle, or we could
have di↵erent values of K for di↵erent instances. In this
paper we use a constant value for K, leaving the exploration
of di↵erent values to future work. We use the same ⌦ for
image classification, using “super-pixels” (computed using
any standard algorithm) instead of words, such that the
interpretable representation of an image is a binary vector
where 1 indicates the original super-pixel and 0 indicates a
grayed out super-pixel. This particular choice of ⌦ makes
directly solving Eq. (1) intractable, but we approximate it by
first selecting K features with Lasso (using the regularization
path [9]) and then learning the weights via least squares (a
procedure we call K-LASSO in Algorithm 1). Since Algo-
rithm 1 produces an explanation for an individual prediction,
its complexity does not depend on the size of the dataset,
but instead on time to compute f(x) and on the number
of samples N . In practice, explaining random forests with
1000 trees using scikit-learn (http://scikit-learn.org) on a
laptop with N = 5000 takes under 3 seconds without any
optimizations such as using gpus or parallelization. Explain-
ing each prediction of the Inception network [25] for image
classification takes around 10 minutes.
Any choice of interpretable representations and G will

have some inherent drawbacks. First, while the underlying
model can be treated as a black-box, certain interpretable
representations will not be powerful enough to explain certain
behaviors. For example, a model that predicts sepia-toned
images to be retro cannot be explained by presence of absence
of super pixels. Second, our choice of G (sparse linear models)
means that if the underlying model is highly non-linear even
in the locality of the prediction, there may not be a faithful
explanation. However, we can estimate the faithfulness of

Algorithm 1 Sparse Linear Explanations using LIME

Require: Classifier f , Number of samples N
Require: Instance x, and its interpretable version x0

Require: Similarity kernel ⇡x, Length of explanation K
Z  {}
for i 2 {1, 2, 3, ..., N} do

z0i  sample around(x0)
Z  Z [ hz0i, f(zi),⇡x(zi)i

end for

w  K-Lasso(Z,K) . with z0i as features, f(z) as target
return w

the explanation on Z, and present this information to the
user. This estimate of faithfulness can also be used for
selecting an appropriate family of explanations from a set of
multiple interpretable model classes, thus adapting to the
given dataset and the classifier. We leave such exploration
for future work, as linear explanations work quite well for
multiple black-box models in our experiments.

3.5 Example 1: Text classification with SVMs
In Figure 2 (right side), we explain the predictions of a
support vector machine with RBF kernel trained on uni-
grams to di↵erentiate “Christianity” from “Atheism” (on a
subset of the 20 newsgroup dataset). Although this classifier
achieves 94% held-out accuracy, and one would be tempted
to trust it based on this, the explanation for an instance
shows that predictions are made for quite arbitrary reasons
(words “Posting”, “Host”, and “Re” have no connection to
either Christianity or Atheism). The word “Posting” appears
in 22% of examples in the training set, 99% of them in the
class “Atheism”. Even if headers are removed, proper names
of prolific posters in the original newsgroups are selected by
the classifier, which would also not generalize.
After getting such insights from explanations, it is clear

that this dataset has serious issues (which are not evident
just by studying the raw data or predictions), and that this
classifier, or held-out evaluation, cannot be trusted. It is also
clear what the problems are, and the steps that can be taken
to fix these issues and train a more trustworthy classifier.

3.6 Example 2: Deep networks for images
When using sparse linear explanations for image classifiers,
one may wish to just highlight the super-pixels with posi-
tive weight towards a specific class, as they give intuition
as to why the model would think that class may be present.
We explain the prediction of Google’s pre-trained Inception
neural network [25] in this fashion on an arbitrary image
(Figure 4a). Figures 4b, 4c, 4d show the superpixels expla-
nations for the top 3 predicted classes (with the rest of the
image grayed out), having set K = 10. What the neural
network picks up on for each of the classes is quite natural
to humans - Figure 4b in particular provides insight as to
why acoustic guitar was predicted to be electric: due to the
fretboard. This kind of explanation enhances trust in the
classifier (even if the top predicted class is wrong), as it shows
that it is not acting in an unreasonable manner.

Complex model's 
decision boundary

Simple model's 
decision boundary

Example to be explained 
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(a) Original Image (b) Guided Backprop ‘Cat’ (c) Grad-CAM ‘Cat’ (d) Guided Grad-CAM ‘Cat’ (e) Occlusion map for ‘Cat’ (f) ResNet Grad-CAM ‘Cat’

(g) Original Image (h) Guided Backprop ‘Dog’ (i) Grad-CAM ‘Dog’ (j) Guided Grad-CAM ‘Dog’ (k) Occlusion map for ‘Dog’ (l) ResNet Grad-CAM ‘Dog’
Figure 1: (a) Original image with a cat and a dog. (b-f) Support for the cat category according to various visualizations for VGG and ResNet. (b) Guided Backpropagation [46]:
highlights all contributing features. (c, f) Grad-CAM (Ours): localizes class-discriminative regions, (d) Combining (b) and (c) gives Guided Grad-CAM, which gives high-
resolution class-discriminative visualizations.Interestingly, the localizations achieved by our Grad-CAM technique, (c) are very similar to results from occlusion sensitivity (e),
while being orders of magnitude cheaper to compute. (f, l) are Grad-CAM visualizations for ResNet-18 layer. Note that in (d, f, i, l), red regions corresponds to high score for
class, while in (e, k), blue corresponds to evidence for the class. Figure best viewed in color.

modules for uninterpretable ones that achieve greater perfor-
mance through greater abstraction (more layers) and tighter
integration (end-to-end training). Recently introduced deep
residual networks (ResNets) [18] are over 200-layers deep
and have shown state-of-the-art performance in several chal-
lenging tasks. Such complexity makes these models hard to
interpret. As such, deep models are beginning to explore the
spectrum between interpretability and accuracy.

Zhou et al. [51] recently proposed a technique called
Class Activation Mapping (CAM) for identifying discrimina-
tive regions used by a restricted class of image classification
CNNs which do not contain any fully-connected layers. In
essence, this work trades off model complexity and perfor-
mance for more transparency into the working of the model.
In contrast, we make existing state-of-the-art deep models
interpretable without altering their architecture, thus avoid-
ing the interpretability vs. accuracy tradeoff. Our approach
is a generalization of CAM [51] and is applicable to a signifi-
cantly broader range of CNN model families: (1) CNNs with
fully-connected layers (e.g. VGG), (2) CNNs used for struc-
tured outputs (e.g. captioning), (3) CNNs used in tasks with
multi-modal inputs (e.g. VQA) or reinforcement learning.
What makes a good visual explanation? Consider im-
age classification [10] – a ‘good’ visual explanation from
the model justifying a predicted class should be (a) class-
discriminative (i.e. localize the target category in the image)
and (b) high-resolution (i.e. capture fine-grained detail).

Fig. 1 shows outputs from a number of visualizations for
the ‘tiger cat’ class (top) and ‘boxer’ (dog) class (bottom).
Pixel-space gradient visualizations such as Guided Back-
propagation [46] and Deconvolution [49] are high-resolution
and highlight fine-grained details in the image, but are not
class-discriminative (Fig. 1b and Fig. 1h are very similar).

In contrast, localization approaches like CAM or our pro-
posed method Gradient-weighted Class Activation Mapping

(Grad-CAM), are highly class-discriminative (the ‘cat’ expla-
nation exclusively highlights the ‘cat’ regions but not ‘dog’
regions in Fig. 1c, and vice versa in Fig. 1i).

In order to combine the best of both worlds, we show that
it is possible to fuse existing pixel-space gradient visualiza-
tions with Grad-CAM to create Guided Grad-CAM visualiza-
tions that are both high-resolution and class-discriminative.
As a result, important regions of the image which correspond
to any decision of interest are visualized in high-resolution
detail even if the image contains evidence for multiple possi-
ble concepts, as shown in Figures 1d and 1j. When visualized
for ‘tiger cat’, Guided Grad-CAM not only highlights the
cat regions, but also highlights the stripes on the cat, which
is important for predicting that particular variety of cat.
To summarize, our contributions are as follows:
(1) We propose Grad-CAM, a class-discriminative localiza-
tion technique that can generate visual explanations from any

CNN-based network without requiring architectural changes
or re-training. We evaluate Grad-CAM for localization (Sec-
tion 4.1), pointing (Section 4.2), and faithfulness to model
(Section 5.3), where it outperforms baselines.
(2) We apply Grad-CAM to existing top-performing classi-
fication, captioning (Section 8.1), and VQA (Section 8.2)
models. For image classification, our visualizations help
identify dataset bias (Section 6.3) and lend insight into fail-
ures of current CNNs (Section 6.1), showing that seemingly
unreasonable predictions have reasonable explanations. For
captioning and VQA, our visualizations expose the some-
what surprising insight that common CNN + LSTM models
are often good at localizing discriminative image regions
despite not being trained on grounded image-text pairs.
(3) We visualize ResNets [18] applied to image classification
and VQA (Section 8.2). Going from deep to shallow layers,
the discriminative ability of Grad-CAM significantly reduces
as we encounter layers with different output dimensionality.
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(a) Original Image (b) Guided Backprop ‘Cat’ (c) Grad-CAM ‘Cat’ (d) Guided Grad-CAM ‘Cat’ (e) Occlusion map for ‘Cat’ (f) ResNet Grad-CAM ‘Cat’

(g) Original Image (h) Guided Backprop ‘Dog’ (i) Grad-CAM ‘Dog’ (j) Guided Grad-CAM ‘Dog’ (k) Occlusion map for ‘Dog’ (l) ResNet Grad-CAM ‘Dog’
Figure 1: (a) Original image with a cat and a dog. (b-f) Support for the cat category according to various visualizations for VGG and ResNet. (b) Guided Backpropagation [46]:
highlights all contributing features. (c, f) Grad-CAM (Ours): localizes class-discriminative regions, (d) Combining (b) and (c) gives Guided Grad-CAM, which gives high-
resolution class-discriminative visualizations.Interestingly, the localizations achieved by our Grad-CAM technique, (c) are very similar to results from occlusion sensitivity (e),
while being orders of magnitude cheaper to compute. (f, l) are Grad-CAM visualizations for ResNet-18 layer. Note that in (d, f, i, l), red regions corresponds to high score for
class, while in (e, k), blue corresponds to evidence for the class. Figure best viewed in color.

modules for uninterpretable ones that achieve greater perfor-
mance through greater abstraction (more layers) and tighter
integration (end-to-end training). Recently introduced deep
residual networks (ResNets) [18] are over 200-layers deep
and have shown state-of-the-art performance in several chal-
lenging tasks. Such complexity makes these models hard to
interpret. As such, deep models are beginning to explore the
spectrum between interpretability and accuracy.

Zhou et al. [51] recently proposed a technique called
Class Activation Mapping (CAM) for identifying discrimina-
tive regions used by a restricted class of image classification
CNNs which do not contain any fully-connected layers. In
essence, this work trades off model complexity and perfor-
mance for more transparency into the working of the model.
In contrast, we make existing state-of-the-art deep models
interpretable without altering their architecture, thus avoid-
ing the interpretability vs. accuracy tradeoff. Our approach
is a generalization of CAM [51] and is applicable to a signifi-
cantly broader range of CNN model families: (1) CNNs with
fully-connected layers (e.g. VGG), (2) CNNs used for struc-
tured outputs (e.g. captioning), (3) CNNs used in tasks with
multi-modal inputs (e.g. VQA) or reinforcement learning.
What makes a good visual explanation? Consider im-
age classification [10] – a ‘good’ visual explanation from
the model justifying a predicted class should be (a) class-
discriminative (i.e. localize the target category in the image)
and (b) high-resolution (i.e. capture fine-grained detail).

Fig. 1 shows outputs from a number of visualizations for
the ‘tiger cat’ class (top) and ‘boxer’ (dog) class (bottom).
Pixel-space gradient visualizations such as Guided Back-
propagation [46] and Deconvolution [49] are high-resolution
and highlight fine-grained details in the image, but are not
class-discriminative (Fig. 1b and Fig. 1h are very similar).

In contrast, localization approaches like CAM or our pro-
posed method Gradient-weighted Class Activation Mapping

(Grad-CAM), are highly class-discriminative (the ‘cat’ expla-
nation exclusively highlights the ‘cat’ regions but not ‘dog’
regions in Fig. 1c, and vice versa in Fig. 1i).

In order to combine the best of both worlds, we show that
it is possible to fuse existing pixel-space gradient visualiza-
tions with Grad-CAM to create Guided Grad-CAM visualiza-
tions that are both high-resolution and class-discriminative.
As a result, important regions of the image which correspond
to any decision of interest are visualized in high-resolution
detail even if the image contains evidence for multiple possi-
ble concepts, as shown in Figures 1d and 1j. When visualized
for ‘tiger cat’, Guided Grad-CAM not only highlights the
cat regions, but also highlights the stripes on the cat, which
is important for predicting that particular variety of cat.
To summarize, our contributions are as follows:
(1) We propose Grad-CAM, a class-discriminative localiza-
tion technique that can generate visual explanations from any

CNN-based network without requiring architectural changes
or re-training. We evaluate Grad-CAM for localization (Sec-
tion 4.1), pointing (Section 4.2), and faithfulness to model
(Section 5.3), where it outperforms baselines.
(2) We apply Grad-CAM to existing top-performing classi-
fication, captioning (Section 8.1), and VQA (Section 8.2)
models. For image classification, our visualizations help
identify dataset bias (Section 6.3) and lend insight into fail-
ures of current CNNs (Section 6.1), showing that seemingly
unreasonable predictions have reasonable explanations. For
captioning and VQA, our visualizations expose the some-
what surprising insight that common CNN + LSTM models
are often good at localizing discriminative image regions
despite not being trained on grounded image-text pairs.
(3) We visualize ResNets [18] applied to image classification
and VQA (Section 8.2). Going from deep to shallow layers,
the discriminative ability of Grad-CAM significantly reduces
as we encounter layers with different output dimensionality.

• Pros: simple, require little (or no) modification to the model being explained, 
and some of them are derived axiomatically [Lundberg & Lee, 2017]. 



• Intuitively, similar inputs should give rise to similar 
explanations 


• Why would we want this?


• In order for an explanation to be valid around a point, it 
should remain roughly constant in its vicinity, 


• Necessary if we want explanation model to act as a local 
proxy for true model


• Insight gained from a single point-wise explanation might 
give false sense of understanding - explain 
neighborhoods!

A Case For Robustness
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Quantifying robustness
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Explainer

Pipeline:

• Input               , classifier                         , explainer 


• How does           change as     changes?


• Relative change in explanation:
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A simple example
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Explanation:  
"only x axis matters"

Explanation:  
??

Predictor: 
Linear SVM

Predictor: 
Simple Neural Net



Original Saliency Grad*Input Int.Grad. e-LRP Occlusion LIME

P(7)=9.9998e-01 ± = 1.78 ± = 1.73 ± = 1.24 ± = 1.72 ± = 1.98 ± = 5.36

P(7)=9.9995e-01 ± = 1.85 ± = 1.94 ± = 1.45 ± = 1.93 ± = 2.31 ± = 6.54

P(7)=9.9998e-01 ± = 1.41 ± = 1.49 ± = 1.12 ± = 1.48 ± = 2.04 ± = 6.01

Measuring Robustness
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Change in classifier's prediction is minimal!



• Strong notion of robustness: worst-case local relative change


• Computing this needs optimization, but:


1. Explainers are often not differentiable (e.g. SHAP)


2. Explainers are expensive to evaluate


• We use Bayesian Optimization 

Evaluating Robustness
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a.k.a Local Lipschitz

Img:   [Calandra et al., 2014] 
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• Dataset: UCI repository benchmark datasets


• Prediction model: random forest classifier 


• Explainers: SHAP and LIME


• Local robustness computed on sample of 200 points

Results: Perturbation-based Methods
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Results: Black-Box Methods
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LIME SHAP

- What does the argmax       look like?
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• Dataset: MNIST


• Prediction model: Simple Conv Neural Net, 3 layers


• Explainers: 

Results: Digit Classification
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Results: Digit Classification
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LIMESALIENCY e-LRP

• What do the argmax's look like?


• Gradient based explainers are differentiable - can compute 
maximizer more precisely (via SGD)



Results: Image Classification
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SALIENCY



• What if the prediction model itself is not robust? Should we expect the 
explainer to be?


• Proposition: depends on goal of interpretabilty


• For debugging: explanation should adhere to model


• For understanding both the predictor and the underlying 
phenomenon, should focus on stable aspects of explanation


• Can we enforce explanation robustness while training prediction model?


• Penalize Lipschitz criterion [A-M & Jaakkola, submitted]


• Game theoretically [Lee, A-M & Jaakkola, 2018] 

Discussion
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Tomorrow @  
FAT\ML!!

Application-grounded view 
of interpretability 

[Kim & Doshi-Velez, 2018]


